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Summary: 
	For a pilot analysis of Paper2Graph (P2G), Dan, a Consultant, explored using a GPT-derived knowledge graph (KG) for assessing knowledge extraction, knowledge representation, and knowledge discovery for pharmacological use cases. Specifically, two objectives were pursued (below). From these explorations, a description of work performed and a collection of observations have been compiled.

Objectives:
1. Recreating 1-2 existing gold-standard, manually curated pathways (small knowledge bases) and give a qualitative assessment of knowledge extraction quality. Especially thinking about hallucinations and how a GPT-KG might map onto existing biomedical ontologies. 
2. Explore metapaths in Neo4j for recapitulating a couple known drug mechanisms 


Objective 1 – Recapitulating Gold-Standard Knowledge

Description: 
Knowledge curated by manual annotators is considered “gold-standard” as it has been vetted by trained humans who have scanned over thousands of biomedical manuscripts and distilled the essential details down into a knowledge base. These gold standard knowledge bases are authoritative references for other researchers. In this context, they serve as an ideal basis for comparison when creating a new knowledge resource de novo. 
In this analysis GPT-extracted knowledge concerning drug pathways—the mechanistic information about how drugs have a therapeutic effect on the body, how the body metabolizes the drugs, and sometimes what side effects they cause—were compared against gold-standard manually curated pathways.

Methods:
PharmGKB, an authoritative manually-curated knowledge base of personalized drug response was referenced for drug pathways. This resource helpfully lists the papers used to create their drug pathways. Two drug pathways were studied: lansoprazole and abacavir, one simple and one involving multiple sub-pathways and lots of context. Text from these papers was copy/pasted into Paper2Graph to create a knowledge base as follows:

Lansoprazole:
1. Paper 1 (P1) describes pharmacokinetics (PK, how the body processes the drug) and pharmacodynamics (PD, how the drug affects the body) [Used: Abstract, Sec. 1, 3, 7]
2. P2 describes PD in children [Used: Abstract]

Abacavir:
1. P1 describes a genetic associations leading to an adverse drug reaction [Used: Abstract, Discussion]
2. P2 describes the PK of abacavir [Used: Abstract, Sec 1.]
3. P3 describes the PD of abacavir and related drugs [Used: Sec. “Abacavir, adefovir dipivoxyl…”]

GPT-4 was used in all cases. In a couple cases, 2 GPT translations of GPT were performed to assess the non-deterministic behavior of generated knowledge.

Observations

Many observations are presented about the quality of knowledge extraction. 

Exceptional behaviors:
· Knowledge is captured with quite high fidelity considering sentence syntax and identifying interesting spans of text to consider as “entities”
· Nice behavior was observed in extracting important quantitative data (20mg or lower in Japan, 40mg in US – dosage is important downstream for repurposing)
· Nice, accurate extraction of many important biological relations e.g. “binds to”, “associated with”
· NER is accurate with many details e.g. study design identifiers (“AZ0001”)

Challenges/opportunities for improvement:
· Normalization will be important and a challenge. Many equivalent or “similar” entities should be mapped to one another for ease of use/interpretability/cleanliness/accuracy.
· Singleton nodes were present (“rabeprazole” appears in multiple places)  
· # Note: this was fixed by the hyphen parsing. Likely similar parsing challenges persist.
· Some GPT entities are from spans of text that are too large and not biologically meaningful
· e.g. "CYP2C19, gastric H+,K+-ATPase genotype” should not be a separate entity from “CYP2C19”, and that entity does not make sense out of context
· Lots of cleaning needed in NER:
· E.g. "polymorphism effect on PPIs": "omeprazole > lansoprazole > pantoprazole > rabeprazole > ilaprazole"
· Note: “PPIs” means two different things: Protein-Protein Interaction and Proton Pump Inhibitor, illustrates a challenge in normalization down the line 
· Knowledge is non-deterministic, 2 samples of the same input text yields different entities and relations (~80% overlapping, but will need to address)
· CYP2C19 appears as both an entity and as part of a relation 
· E.g. this strange triple: (“rabeprazole”, "smaller differences in PK/PD parameters and acid-suppression effect among CYP2C19 genotypes”, true)
· Some instances of hallucination
· Some instances of parse missing a critical context
· E.g. “(Abacavir, causes, severe adverse reactions”)  This is inaccurate and a dangerous triple to leave in the KG. The context of “causes severe adverse reactions for someone having this specific genetic variant” is missed
· Some inaccurate semantics
· E.g. “(Drug X, associated with, genetic variant Y)” is wrong but semantically feels close. Should be corrected for end users.

Objective 2 – Exploring Paths for Interrogating Drug Mechanism

Description
Paper2Graph enables rich interactions between user and underlying knowledge. In this work, we aimed to assess the ability of a GPT-derived KG to addressed researcher queries.

Methods
Having instantiated KGs for the two drugs in Objective 1, these mechanisms were interrogated and mapped to Cypher queries for generating mechanistic understanding of drug function.

Several questions were posed: 
· By what mechanism does abacavir lead to a hypersensitivity adverse reaction?
· How does abacavir inhibit HIV?
· What is known about lansoprazole’s effect on PPIs?
· What adverse reaction is this drug known to cause?
· At what dosage is this drug effective?
· Why might a new drug, X, be effective in this disease context? (the repurposing question)
· What normal function can be inhibited by a drug that will have no major, harmful downstream consequences ?(toxicology question)

The exploratory session has been captured via Zoom screenshare here. 

Observations 
· Entity normalization will be key for retrieving mechanistic knowledge paths, as unconstrained GPT yields several disconnected components
· Methods for enabling manual curation and knowledge updating will be essential when using noisy knowledge ingestion (GPT), especially depending on the end user
· Formulating natural language queries as cypher queries seems like an exciting and promising direction, although fraught with some challenges about interpreting a query

Conclusions

Papers2Graph, and generally GPT-derived knowledge bases present a great opportunity to extract knowledge and rich semantics at scale. Currently, GPT-4 does a great job of sentence parsing being mindful of syntax and identifying many entities, including some key quantitative information. Work must be done to ensure the knowledge is high-quality, non-noisy, context-rich, and well-suited for the right end user. Some of the 80/20 questions and design considerations about how much noise to tolerate, how much detail to bake into the KG, and how much pre-processing to do depend on the end user, and “researcher” must be segmented further. Considerations for a toxicologist at Merck trying to double check that a drug has had no adverse reactions before a Phase III trial are very different from an academic computational pharmacologist whose primary objective is to publish a paper. Tools like these will undoubtedly augment humans’ ability to understand and contribute to science and are an exciting frontier for future work.
